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Introduction
    Marketplace pressures have increased demand for high quality computer graphics.  Scientists use 
images to interpret lab data more effectively, and multimedia demands for computers are always 
increasing.  Growth in processor speed, to enable these applications, has been amazing.  Speed 
doubled every 18 months, many times over.  Gains in speed reached 3 gigahertz and then began to 
diminish, as shown in Figure 1. Increasing the frequency has begun to result in higher power 
consumption and longer pipelines.  Computers have adopted a new method to attempt doubling 
apparent processor speed, using multiple processors.  A large obstacle in this approach is 
synchronization of a multi core system.  Writing programs that use both processors efficiently is the 
current solution.  New specialty processors are being customized to specific applications.  This 
survey will  use the Intel Core Processor as a control, allowing for comparison to Graphical 
Processing Units (GPU) from NVIDIA and Cell Processors from Sony.  

Intel Core Processors
    The Intel Core 2 brand is a range of consumer 64-bit multi-core CPUs that are based on the Core 
architecture that was itself derived from the Yonah laptop processor.  The Core architecture returned 
to lower clock speeds but improved the usage of the available clock cycles and power while still 
improving performance.  Intel released the Core 2 brand in July of 2006 and is today the mainstream 
CPU found in almost all consumer computers with Intel processors.
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Figure 1: History of Processor Development [1]



Instruction Execution Details:

    Previous Intel processors (Mobile and NetBurst) were able to fetch, dispatch, execute, and return 
up to three instructions per cycle.  The Intel Core processor increased this to four instructions per 
core per cycle [7].  Additionally, common instruction pairs, such as a compare followed by a 
conditional jump, can be combined into a single internal instruction.  Figure 2 shows the execution 
structure of the Core architecture.

Memory:

    Intel has also introduced their “Smart Memory Access” that attempts to increase out of order 
execution by speculatively loading data for instructions that are about to execute, prior to all previous 
store instructions being completed.  Normally loads are not rescheduled before stores as there is an 
unknown data location dependency.  But in many cases loads do not depend on previous stores, the 
problem is identifying when this is the case and when it is not.  The Smart Memory Access 
disambiguation uses special algorithms to evaluate whether or not a load can be rescheduled before 
a store.  If the speculation ends up being valid then greater parallelism has been exploited, if not then 
the conflict is detected and the data is reloaded and execution is restarted.  The conflict is detected 
by checking the address of store operations being dispatched from the Reservation Station to the 
Memory Reorder Buffer for a match against newer loads.  Since about 25% of all loads are stack 
loads and 95% of these can be resolved by the disambiguation, a great increase in efficiency is 
obtained [8].
    The Intel Core processor has a shared L2 cache that provides two benefits.  The first is that data is 
only stored in one location that can be accessed by both cores, eliminating L2 cache coherence 
issues.  The second advantage is that a core may use up to 100% of the L2 cache if the other core is 
idle and not using any L2 resources.  This effectively increases the L2 cache size and reduces L2 
cache misses [7].

4

Figure 2: Intel Wide Dynamic Execution



    The L1 cache is highly out-of-order, non-blocking, and speculative.  Each core has it's own L1 
cache with two instruction pointer based prefetch units.  The prefetch units build a history and use it 
to predict the address of the next load.  By calculating the stride between subsequent accesses it is 
able to accurately prefetch data for loads with a set pattern (such as accessing every nth element in 
an array).  In addition to the two L1 prefetchers, each core also had two prefetch units for the L2 
cache for a total of 8 prefetch units for a two core CPU.  All of this prefetching activity can use 
valuable bandwidth needed for load operations of running instructions.  To prevent this a prefetch 
monitor will limit the prefetch activity when the bus activity exceeds a preset threshold.  The 
arrangement of the Smart Memory Access and prefetchers is shown in Figure 3 [7].

Unique Attributes and Design Choices:

    In addition to a wider execution, improved caches, and smarter memory access, the Core 
architecture includes improvements in Streaming SMID Extension (SSE) instructions and power 
consumption [7].
    Previous CPUs executed the lower 64 bits of an SSE instruction in one cycle and the upper 64 bits 
in the next cycle.  The Core architecture uses a 128 bit structure that allows SSE instructions to 
execute in a single cycle, effectively doubling the execution speed of these instructions.  This is 
particularly useful for multimedia and data rich applications that use SSE/SSE2/SSE3 instructions.
    Improvements in power consumption have been realized by power gating idle logic circuits and 
splitting buses so that unused portions of the bus can be shut down.  Since powering up disabled 
logic circuits takes time and energy, a monitoring circuit evaluates when to shut down logic and when 
it would be better to just leave it powered up.

GPU Processors
    A Graphics Processing Unit is a dedicated device that renders high level descriptions of an object 
into pixels for display on a monitor.  A GPU contains processors that are specially designed for 
graphics rendering, typically performing simple operations in parallel on large sets of data.  A basic 
GPU pipeline has a Vertex program to scale and rotate a 3D vector object and turn it into 2D 
triangles, a Rasterizer to convert the 2D triangles into colored pixels, and a Fragment Processor to 
determine effects such as not showing the pixel if it is hidden by another object.  More advanced and 
modern GPUs usually have additional operations to apply geometry and lighting effects, but they all 
still have the same basic steps described previously.
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Figure 3: Intel Smart Memory Access



Instruction Execution Details:

    Early GPUs contained processors that were dedicated to each operation and could not be 
reconfigured to perform any other task [10].  These older “fixed-function” architectures (see Figure 4) 
have been replaced by processors that can be programmed to perform any number of operations in 
what is called a “unified” architecture [11] (see Figure 5).  The unified architecture was gradually 
developed over several generations of GPUs, resulting in some GPUs that have a partially 
programmable and partially fixed structure.  The NVIDIA GeForce 3 was launched in February 2001 
and introduced a programmable Vertex processor.  In addition to the default task of vertex 
transformation, the programmable Vertex processor could perform operations such as matrix-vector 
multiplication, exponentiation, and square root calculations.  In July of 2002 the ATI Radeon 9700 
introduced the first fully programmable pixel shader.  But it wasn't until the Microsoft Xbox 360 was 
released in May 2005 that a completely unified architecture was realized in a GPU (the ATI Xenos). 
NVIDIA later brought the unified GPU architecture to the PC in November 2006 with the GeForce 
8800.

    The fully unified architecture of recent GPUs has enabled programming them to run applications 
normally run on the CPU.  This is referred to as General-Purpose computing on Graphics Processing 
Units, or GPGPU.  The GPU is in effect a vector processor that executes a single instruction stream 
on multiple data streams (SIMD).  Not all algorithms are a good match for the stream programming 
model, therefore it is up to the programmer to understand when a GPU is likely to outperform a CPU 
and when it is not.
    There are three criteria for determining if an algorithm is suited for execution on a GPU.  The first is 
that there should be a large number of arithmetic operations per data set.  Second, there should be 
high data parallelism, allowing the same arithmetic operation to be performed on several pieces of 
data simultaneously.  Finally, the data is read once or twice in the application, is used in the stream 
processors, is passed to other stream processors, and is never used again after that.
    Fitting an algorithm into a stream processing paradigm is not the only challenge of GPGPU.  The 
traditional graphics pipeline only provided for 8-bit integers, the ATI Radeon 9700 introduced 24-bit 
floating point, the NVIDIA GeForce FX added 16-bit and 32-bit floating point.  Both ATI and NVIDIA 
have announced plans to support 64-bit double-precision floating point in upcoming chips.  But for the 
time being the GPU can only support 32-bit operations as it was designed for a system that requires 
high speed but can tolerate some error.
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Figure 5: Unified GPU PipelineFigure 4: Traditional GPU Pipeline



Memory/Architecture Details:

    For the following discussion the NVIDIA G80 architecture of the GeForce 8800 GTX (November 
2006) will be used as the example of a modern GPU with a unified architecture.  The G80 core is 
manufactured in a 90 nm TSMC process and contains 681 million transistors.  The core is clocked at 
575 MHz and can perform up to 518 GFLOPS while consuming 145 watts of power.  In addition to the 
on-die cache it has 768 MB of GDDR3 DRAM clocked at 900 MHz and connected via a 384-bit bus 
with a bandwidth of 86.4 GB/s [15].
    The G80 core contains 128 stream processors arranged into 8 groups of 16 processors as shown 
by the “SP” squares in Figure 6.  All 16 processors within each group share the same L1 cache but 
must use the bus to access the L1 cache of other stream processor groups.  The L2 cache is 
arranged into 6 partitions, each having a 64-bit interface to memory (for a total width of 384 bits).

    The “Host” interface shown in Figure 6 contains buffers to receive commands, vertex data, and 
textures that have been sent to the GPU from the graphics driver running on the CPU.  Next is the 
“Input Assembler” that gathers vertex data from the buffers and converts them to FP 32 format while 
also generating identifications numbers that are useful for repeat operations on the data.  In each 
group of 16 stream processors and L1 cache there are also several texture filtering units (marked with 
a “TF”) that are used to smooth out the image by adjusting the pixel's value based on the value of 
surrounding pixels.  The output of one stream processor can be quickly routed to the input of other 
stream processor.  One example of this is passing vertex data from the output of a stream processor 
to the input of the “Geom Thread Issue” logic.
    Each stream processor has a built in high-speed instruction decode and execution logic, allowing 
each one to dual issue a scalar MADD (multiply and add)  and scalar MUL (multiply) command each 
cycle [15].  On chip buffers store the output of the stream processors and can be quickly read by 
another stream processor for subsequent processing.  This allows SIMD instructions to be efficiently 
implemented across groups of stream processors.
    Since any one graphics pixel has a significant correlation to its neighbors, it becomes clear that the 
cache must be designed accordingly.  Since the GPU caches have been designed to compensate for 
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Figure 6: NVIDIA G80 Architecture



and eliminate latency of accessing neighboring data, an algorithm with similar memory access 
patterns would be well suited for GPGPU.  For example, to avoid memory stalls the application must 
ensure data access is highly coherent as it would be when rendering triangles.  Some algorithms 
naturally fit this requirement, such as convolution and solving partial differential equations.
    The scalar data used in the traditional computational domain must be mapped to the native vector 
format of the GPU so that they can be placed into the texture memory.  This texture memory normally 
holds a sequence of 4 bytes containing the red, green, blue, and alpha (opacity) values of a vertex. 
One can picture this texture memory as a collection of four 2D arrays, one 2D array for each of the 
“RGBA” values.  There are two common ways to map into this array structure.  The first is to divide 
the data into quadrants and place each quadrant into one of the 2D arrays.  The other is to grab the 
data in 4-byte chunks and place them into one location in all four of the 2D arrays.  These two ideas 
are shown in Figure 7 [10].

Unique Attributes and Design Choices:

    An interesting application of GPGPU is creating clusters of computers and using their GPUs 
collectively as a high performance computing cluster.  Computer clusters can be prohibitively 
expensive since a very fast CPU and large memory must be purchased.  But in the case of the GPU 
cluster the CPU and memory are not as important and commodity components may be used.  The 
GPU has a reasonable cost by comparison due to the high volume market of the PC gaming industry.

    As with any GPGPU algorithm, the data must be mapped from scalar to vector before being sent to 
the GPU.  But additionally, the data must be split up and a piece sent to every GPU node.  This 
division should not be problematic as the algorithm is naturally parallel otherwise it would have been 
run on a CPU and not a GPU.  Following the computation, each node must then pass its results to the 
adjacent nodes.  An example of a 32 node GPU cluster is shown below in Figure 8.  For this example 
NVIDIA GeForce FX 5800 GPUs and Intel 3GHz Pentium 4 CPUs are being used [12].
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Figure 7: Scalar to Vector Data Mapping Techniques

Figure 8: 32 node GPU Cluster 
Architecture



    The primary obstacle in adding additional node is the network communication overhead.  Adding 
additional nodes increases the likelihood that one node will interrupt the communication of another 
node.  In clusters with fewer than 16 nodes it can be beneficial to network performance to 
synchronize the node, but in larger clusters the overhead of synchronization is larger that the 
performance gain.  An additional drawback to having larger numbers of nodes is that the increased 
network communication time now exceeds the time spent performing calculations and the GPU must 
sit idle and wait for the network to deliver the next set of data.
    There are three ways to improve the performance of GPU computing clusters.  The first is to use a 
faster network.  The second is to use a faster bus between the CPU and GPU.  And the third is to use 
a GPU with a larger texture memory so that each GPU can contain a larger subset of the overall data 
set, allowing for a larger amount of computation for a given amount of communication overhead.
    The performance of a GPU cluster compared to a CPU cluster is impressive and shows great 
promise.  As shown in Figure 9, the GPU cluster sees a speed up of about 5 compared to a CPU 
cluster for 4 to 28 nodes.  Figure 10 shows the effect on the computational capability of the GPU 
cluster as more nodes are added.  As expected, adding a second node falls just short of a speed up 
of two and is able to compute slightly less than twice the data of the single GPU node.  Adding 
additional GPU nodes does increase the performance but the overhead takes such a toll that going 
from 30 to 32 nodes provides a similar boost in performance as going from 1 to 2 nodes.  Much of this 
is due to the network communication latency.

    Recently is has been found that encrypting and decrypting is the bottleneck in SSH and SSL based 
communications.  So much so that research is being done to multi thread the encryption and 
decryption across multiple CPUs such as those found in an Intel Core.  It is not hard to imagine that 
the 128 stream cores of the G80 GPU core might provide a better encryption throughput.
    Previous work on standard fixed GPU pipelines showed that AES encryption could be done on a 
GPU processor, but that it ran more than 40 times slower than on the CPU.  It was not till the G80 
core came out that a GPU was capable of performing the bitwise operations on integer 
representations of the data that is so critical to encryption.  The G80 is capable of performing a 32-bit 
logical XOR, vastly increasing the speed of AES encryption on a GPU.  As shown in Figure 11, a 
speed up of 5.41 over an Intel 3 GHz Pentium 4 was seen when encrypting an 8 MB file using AES 
256 [13].
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Figure 9: Speedup Relative to a CPU 
Cluster

Figure 10: Effect of Increasing the 
Number of GPU Nodes



    Many scientific and engineering simulations can also benefit from GPGPU.  One such simulation is 
Finite Difference Time Domain (FDTD) calculations used for solving Maxwell's equations for 
electromagnetics.  Even small models with 109 cells can take over a month on a 1,000 processor high 
performance cluster to simulate just one millisecond.
    An FDTD calculation is both data parallel and arithmetically intensive, making it a good candidate 
for simulation on a GPU.  This is exactly the kind of problem that a GPU excels at as can be seen by 
the speed up of over 429 shown in Figure 12 [14].

STI Cell Processors
    Sony, Toshiba, and IBM began the Cell project in 2000 with a budget of 400 million dollars.  Their 
priority while designing was to create a processor with a low die footprint, power consumption, and 
financial cost [2].  These three traits enable the Cell to have 9 processors in a single chip, as shown 
in Figure 13.  Eight simplistic synergistic processor elements (SPE's) are utilized in parallel to provide 
high throughput, while the larger power processor element (PPE) coordinates operation of the chip. 
Cell processors lack many architecture features commonly found in super scalar processors.  Highly 
accurate branch prediction and register renaming have been eliminated in efforts to reduce pipeline 
length and die footprint.  The result of this architecture is 192 gigaflops, while executing graphics 
intensive routines [3].
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Figure 11: AES 256 Performance Table

Figure 12: FDTD Performance Comparisons  of CPUs and GPUs



Instruction Execution Details:

    The Cell specializes at modifying, calculating, and displaying graphics data.  Execution begins with 
the PPE receiving commands from the bus interface controller.  A typical frame is then divided into 32 
sections, 4 frames per SPE.  Each SPE uses data parallelism do modify four locations in data with a 
single instruction, called single instruction multiple data (SIMD).  This optimization allows the Cell to 
process 64 pieces of data at the same time.  As the SPE's finish processing their sections, the PPE 
issues new commands, such as video compression, further graphics renderings, and reading more 
data from the memory [3].

Memory:

    The Cell employs a three level hierarchy for memory.  Each SPE has independent local memory for 
storing the current task issued by the PPE.  512 Kilobytes of L2 cache are held inside by the PPE to 
stage stage instructions being sent to SPE's and receive incoming instructions from the Memory 
Interface Controller.  
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Figure 13: Cell System Architecture



Unique Attributes and Design Choices:

    The main three design goals for the cell processor were to create a shorter pipeline, increase the 
frequency of operation, and create a high performance to size ratio.  The pipeline is just 25 stages 
long.  Five of those stages needed just to fetch the instruction from memory, which when the 
frequency is 5.6 gigahertz limit is understandable.  Many hardware optimizations have been
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Figure 15: Photo of the Cell [5]

Figure 14: Die Photo of the Cell [2]



eliminated, for the sake of increasing computational density.  This enables the cell processor to have 
9 cores on a single 120 mm2 die in 65 nm process [4].  Contrastingly Intel's Core 2 Duo has a 
comparable die area of 111 mm²  in the same process but only has 2 cores [6].  

Conclusion
    Figure 1 shows that future performance increases will no longer come from simply higher clock 
speeds and increases in semiconductor manufacturing technology.  Multiple cores hold the most 
promising  performance increases for processors.  Knowledge of underlying multi core processor 
architecture is a requisite for selection of the optimum hardware solution.  
    Intel's Core has been our control for this survey.  Current Core 2 Duo use in laptops is common, 
and this familiarity gives a base for understanding benefits of other options.
    NVIDIA's G80 architecture has 128 cores dedicated to manipulating, rendering, and displaying 
graphics.  These processors have compilers for transforming regular complex programs into simple 
programs that GPUs can process, but there is a large hit in efficiency.  These programs are also 
difficult to write, and only certain applications will see any benefit from this solution.
    The STI Cell processor is a compromise between the prior two options.  The PPE is a fully capable 
processor with L1 and L2 cache, while still having 8 SPE cores to execute large graphic intensive 
routines without delay.  This system of asymmetric processors enables higher usage efficiency while 
maintaining low power consumption and construction cost.
    

13



References
[1]   Lee, B. , “Chapter 5: Multiprocessors”, Accessed Feb 19th, 2008, 

URL:  http://www.eecs.orst.edu/%7Ebenl/Courses/ece570.w08/Lectures/5.Multiprocessors.pdf

[2]   Gschwind, M.; Hofstee, H.P.; Flachs, B.; Hopkins, M.; Watanabe, Y.; Yamazaki, T., "Synergistic 
Processing in Cell's Multicore Architecture," Micro, IEEE , vol.26, no.2, pp. 10-24, March-April 2006
URL: http://ieeexplore.ieee.org/iel5/40/34097/01624323.pdf?isnumber=34097∏=JNL&arnumber=162
4323&arnumber=1624323&arSt=+10&ared=+24&arAuthor=+Gschwind%2C+M.%3B++Hofstee%2C+
H.P.%3B++Flachs%2C+B.%3B++Hopkins%2C+M.%3B++Watanabe%2C+Y.%3B++Yamazaki%2C+T.

[3]    Moore, S.K., "Multimedia monster [supercomputer on a single chip]," Spectrum, IEEE , vol.43, 
no.1, pp. 20-23, Jan. 2006
URL: http://ieeexplore.ieee.org/iel5/6/33265/01572345.pdf?isnumber=33265∏=JNL&arnumber=1572
345&arnumber=1572345&arSt=+20&ared=+23&arAuthor=Moore%2C+S.K.

[4]    Anonymous, “Cell Microprocessor Implementations,” Wikipedia, Accessed February 20th, 2008.

URL:  http://en.wikipedia.org/wiki/Cell_microprocessor_implementations

[5]    Anonymous, “Cell Microprocessor,” Wikipedia, Accessed February 20th, 2008.

URL:  http://en.wikipedia.org/wiki/Cell_microprocessor

[6]    Anonymous, “List of Future Intel Core 2 Microprocessors,” Wikipedia, Accessed February 20th, 
2008.

URL:  http://en.wikipedia.org/wiki/List_of_future_Intel_Core_2_microprocessors

[7]    Wechsler, Inside Intel Core Microarchitecture, 2006, Intel

[8]    Doweck, Inside Intel Core Microarchitecture and Smart Memory Access, 2006, Intel

[9]    NVIDIA CUDA Compute Unified Device Architecture Programming Guide, Version 1.1, NVIDIA

[10]  Goodnight, Wang, and Humphreys, Computation on Programmable Graphics Hardware, 
Projects in VR, Sept/Oct 2005, IEEE Computer Society

[11]  Luebke and Humphreys, How GPUs Work, IEEE Computer

[12]  Fan, Qiu, Kaufman, and Yoakum-Stover, GPU Cluster for High Performance Computing, SC'04, 
November 6-12, 2004 IEEE

14

http://www.eecs.orst.edu/~benl/Courses/ece570.w08/Lectures/5.Multiprocessors.pdf
http://en.wikipedia.org/wiki/List_of_future_Intel_Core_2_microprocessors
http://en.wikipedia.org/wiki/Cell_microprocessor
http://en.wikipedia.org/wiki/Cell_microprocessor_implementations
http://ieeexplore.ieee.org/iel5/6/33265/01572345.pdf?isnumber=33265&prod=JNL&arnumber=1572345&arnumber=1572345&arSt=+20&ared=+23&arAuthor=Moore%2C+S.K.
http://ieeexplore.ieee.org/iel5/6/33265/01572345.pdf?isnumber=33265&prod=JNL&arnumber=1572345&arnumber=1572345&arSt=+20&ared=+23&arAuthor=Moore%2C+S.K.
http://ieeexplore.ieee.org/iel5/40/34097/01624323.pdf?isnumber=34097&prod=JNL&arnumber=1624323&arnumber=1624323&arSt=+10&ared=+24&arAuthor=+Gschwind%2C+M.%3B++Hofstee%2C+H.P.%3B++Flachs%2C+B.%3B++Hopkins%2C+M.%3B++Watanabe%2C+Y.%3B++Yamazaki%2C+T.
http://ieeexplore.ieee.org/iel5/40/34097/01624323.pdf?isnumber=34097&prod=JNL&arnumber=1624323&arnumber=1624323&arSt=+10&ared=+24&arAuthor=+Gschwind%2C+M.%3B++Hofstee%2C+H.P.%3B++Flachs%2C+B.%3B++Hopkins%2C+M.%3B++Watanabe%2C+Y.%3B++Yamazaki%2C+T.
http://ieeexplore.ieee.org/iel5/40/34097/01624323.pdf?isnumber=34097&prod=JNL&arnumber=1624323&arnumber=1624323&arSt=+10&ared=+24&arAuthor=+Gschwind%2C+M.%3B++Hofstee%2C+H.P.%3B++Flachs%2C+B.%3B++Hopkins%2C+M.%3B++Watanabe%2C+Y.%3B++Yamazaki%2C+T.


[13]  Manavski, CUDA Compatible GPU As An Efficient Hardware Accelerator For AES Cryptography, 
ITCIS

[14]  Adams, Boppana, and Payne, Finite Difference Time Domain (FDTD) Simulations Using 
Graphics Processors, HPCMP Users Group Conference 2007, IEEE Computer Society

[15]  NVIDIA GeForce 8800 GPU Architecture Overview, NVIDIA Technical Brief, November 2006

15


	Introduction
	Intel Core Processors
	Instruction Execution Details:
	Memory:
	Unique Attributes and Design Choices:

	GPU Processors
	Instruction Execution Details:
	Memory/Architecture Details:
	Unique Attributes and Design Choices:

	STI Cell Processors
	Instruction Execution Details:
	Memory:
	Unique Attributes and Design Choices:

	Conclusion
	References

